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Abstract

This paper tests empirically four models of bounded rationality using data
from first responses in a Cournot duopoly experiment. Specifically, the mod-
els considered are Level-k, Quantal Response Equilibrium, Noisy Introspec-
tion and Logit Cognitive Hierarchy. It is found that the Level-k model (with
proportions of Level-0, Level-1 and Level-∞ given by 68.5%, 13.2% and 18.3%
respectively) provides the best fit in terms of Log-Likelihood and BIC. More-
over, the robustness of our findings is corroborated analyzing subsets of the
original data.
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1. Introduction

This paper estimates several models of bounded rationality to determine
which one best fit data from initial choices in a Cournot duopoly experi-
ment. Nash Equilibrium is the usual solution concept used in standard static
duopoly models. This concept requires the mutual consistency of actions and
beliefs, the quantity a firm chooses must be optimal given its beliefs about
the quantity produced by the rival and those beliefs must also be consistent
with its action. However, the cognitive requirements of the Nash Equilibrium
concept are quite high, and in many static games experimental subjects fail
to act as predicted by the theory, especially when they do not have the possi-
bility of learning, see Kagel and Roth (1995) and Camerer (2003) for a survey.
In many settings, managers do not have this possibility either, this may be
due to the fact that the situation is new or that the nature of the game to
be played is quite different from previous experiences. Cournot competition
can also be interpreted as a choice of capacity, see Kreps and Scheinkman
(1983), giving limited room for change after the choice has been made, thus
making convergence to equilibrium slow or impossible. Independently of the
reason, it is interesting to analyze initial choices to determine what model
best explain behavior prior to learning.
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In this paper we consider four models of bounded rationality. The first
is the Level-k model of Nagel (1995) and Stahl and Wilson (1995). In a
Level-k model there are different levels representing depth of reasoning. The
lowest, Level-0, describes an agent with little understanding of the situation.
It does not respond to any belief and chooses the quantity to be produced
randomly. A Level-1 player thinks the other is Level-0 and chooses optimally
given this belief. In general, a Level-k player believes the other is one step
below and chooses to maximize expected payoff. This might be due to cogni-
tive limitations (people have difficulties with higher order reasoning) and/or
overconfidence (individuals think they are on average smarter than the rest).
In this model actions are optimal given beliefs but beliefs are inconsistent
with actions, thus the mutual consistency characteristic of Nash Equilibrium
is broken. The Level-k model is a popular alternative to Nash Equilibrium
to describe the choice of individuals in dominance solvable games who have
little or no possibility of learning from previous experience.

The second model of bounded rationality is Quantal Response Equilib-
rium (QRE) of McKelvey and Palfrey (1995). QRE is an equilibrium concept
and as such there is consistency between actions and beliefs. However, un-
like Nash Equilibrium, the players ‘better’ respond given their beliefs.1 In
a QRE players choose actions that generate higher expected payoffs with
higher probability according to some function mapping beliefs to actions. In
most practical applications a logit function is used to capture that relation-
ship. In fact, this concept is a generalization of Nash Equilibrium since as
the sensitivity of choice probabilities to expected payoffs increases the QRE
converges to the NE solution.2 One attractive feature of the QRE is its
parsimony since it only depends on one parameter. Even though this is an
equilibrium concept and thus particularly not well-suited to explain initial
choices, we include it in the analysis to test the hypothesis that all other
non-equilibrium models will do a better job explaining the data we analyze
in terms of Bayesian Information Criterion (BIC).

The third model is Noisy Introspection of Goeree and Holt (2004). This
is not an equilibrium concept but a generalization of rationalizability. The
actual choice of a player depends on the belief about the action of the other

1In a Nash Equilibrium players ‘best’ respond given their beliefs, that is, they choose
with probability one the action that maximizes expected payoffs.

2This statement is in general, but not always, true since in some games the QRE
prediction differs greatly from the NE one. See Capra et al. (1999).
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player, this is her first order belief. The first order belief depends on the belief
the other player has about the choice probability of the player, this is the
second order belief. In general, the k order belief depends on the k+1 order
belief, essentially Noisy Introspection consists of layers of beliefs that become
more imprecise as we consider higher orders. In practice the link between
higher order beliefs and lower order beliefs is also through the logit function
as we will show in the next section when all four models are described in
more detail.

The fourth model is Cognitive Hierarchy of Camerer et al. (2004). This
is a non-equilibrium model that consist of different types or levels, thus in
essence it is similar to the Level-k model. Like in the Level-k model a Level-
0 player chooses randomly since it does not best respond to any belief, a
Level-1 player believes the other player is Level-0 and chooses to maximize
expected payoffs. However, a Level-2 player believes that the other player
may be L-0 or L-1 with certain probability, and thus best respond to that
belief. In general a L-k player believes that she is facing a non-degenerate
mixture of lower levels. This is in contrast to the standard Level-k model
where a player thinks the other is one level below. A nice feature of CH is
that it is a one-parameter model since beliefs about the proportion of levels
are given by a Poisson distribution.

This paper contributes to the growing literature that aims to explain well-
known experimental results using the rich set of behavioral models developed
in the last two decades. Nagel (1995) and Bosch-Domenech et al. (2002)
used the Level-k model to analyze the Beauty Contest. Crawford and Iriberri
(2007) tested different models with data from several common value auctions
to analyze overbidding. Goeree et al. (2002) and Capra et al. (1999) have
used QRE to describe overbidding in Independent Private Value Auctions
and high claims in the Traveler’s Dilemma respectively. Eyster and Rabin
(2005) developed and used the Cursed Equilibrium concept to analyze the
winner’s curse in common value auctions and bilateral trade with adverse
selection. The list of papers following this approach is too long to include
here, a good reference is Camerer’s book.

2. Models

In this section we introduce the setup to be used in all four models. Sup-
pose there are two firms choosing quantity simultaneously. Inverse demand
is given by P = a − bQ where Q = (qA + qB) is the total quantity pro-
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duced, a > b > 0 and P is the market clearing price. Each firm has constant
marginal cost c and no fixed cost, moreover a > c.

2.1. Level-k

In order to estimate the model we have to derive the choices of a firm
as a function of its level of reasoning. We will analyze the choice of firm A
as a function of its level of reasoning, but since the framework is symmetric
firm B will choose analogously. Clearly no firm will choose a quantity that
drives the price below marginal cost (assuming the other firm chooses no
production), thus we have 0 ≤ qi ≤

a−c
b
, i = {A,B}. According to this

model a Level-0 firm chooses uniformly between [0, a−c
b
].3 A Level-1 firm

believes the rival is Level-0 and thus chooses to maximize profits given this
belief, a Level-2 thinks the other firm is Level-1, etc. In this way we can
construct the optimal choice of each level iteratively. The proposition below
shows the quantity produced by a Level-k firm.

Proposition 1. A Level-k firm for k ≥ 1 chooses quantity mk

(

a−c
b

)

with

1 > mk =
1
3

(

−1k+2k+1

2k+1

)

> 0.

Proof. The optimization problem for firm i is

max
qi≥0

(a− b(qi + qj)− c)qi

The profit function is strictly concave due to the linearity of the demand
function. The interior solution to this problem is qi =

a−bqj−c

2b
. Since a Level-

k firm believes the other is Level-(k − 1) then we have qi,k =
a−bqj,(k−1)−c

2b
.

It is straightforward to check that replacing qk with mk

(

a−c
b

)

satisfies the
equality.

Notice that since 1 > mk > 0 the production level lies strictly in the inter-
val (0, a−c

b
). Moreover, since mk → 1/3 as k → ∞, qk converges to the Nash

Equilibrium quantity qNE = a−c
3b

. The sequence {qk}k≥1 oscillates around the
Nash Equilibrium level with a very quick convergence since both numerator
and denominator grow very fast, at the rate of 2k+1. Actually, it is the case

3Actually a L-0 firm will choose randomly in the interval according to some distribution,
and as long as the mean of that distribution is a−c

2b
the results are the same as those

obtained with the uniform.
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that qk < qNE for k odd and qk > qNE for k even with the ratio qk/qNE for the
six first levels given by the values 0.75, 1.125, 0.937, 1.031, 0.984, 1.008. Here
we see the fast convergence, Level-3 is 6.3% below and Level-4 is 3.1% above
the NE benchmark. This is equivalent to find the strategies that survive
the process of iterative elimination of dominated strategies starting from a
uniform prior. As is well known the Nash Equilibrium strategy qNE = a−c

3b
is

the only one that survives the process.

2.2. Quantal Response Equilibrium

In this subsection we analyze the QRE choice probability vector in the
standard duopoly model described previously. In a QRE firms choose with
higher probability the output levels that generate higher profits. One stan-
dard approach to model this relationship is with the use of a logit function
with parameter µ

P (qi) =
exp{EP ′Π(qi)/µ}

∑

i exp{EP ′Π(qi)/µ}
(1)

where

EP ′Π(qi) =
∑

j

P ′(qj)(a−b(qi+qj)−c)qi = aqi−bq2i −cqi−bqi
∑

j

P ′(qj)qj (2)

is the expected profit of firm i of choosing qi when beliefs about the choice
of firm j are P ′ . The parameter µ in (1) measures the sensitivity of actions
to expected payoffs. The lower the value of µ the more likely the firm will
choose a quantity that generates higher expected profits, actually in the limit
as µ approaches 0 the vector of probabilities becomes degenerate with mass
at the Nash Equilibrium quantity, on the other hand, as µ → ∞ choices
become uniformly distributed. Since the game is symmetric we can drop the
subscript on P ′ to simplify notation. Thus given the sensitivity parameter
µ, the QRE vector of probabilities in the Cournot game with linear demand
is given by

P ∗(qi) =
exp{EP ∗Π(qi)/µ}

∑

i exp{EP ∗Π(qi)/µ}
(3)

The vector P ∗ is a fixed point that can be found by iterating on (3) from
any starting initial probability vector until convergence is reached.
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2.3. Noisy Introspection

The Noisy Introspection model consist of layers of beliefs. The action of
a player depends on what she thinks the action of the other player will be.
However, unlike QRE, NI is not an equilibrium concept with beliefs possibly
inconsistent with actions. That naturally leads to the question: How are
these first order beliefs determined? In NI first order beliefs depend on what
the player thinks about what the other player thinks, those are the second
order beliefs. Second order beliefs depend on third order beliefs and so on
indefinitely. Moreover, it is assumed that beliefs become more imprecise with
higher orders, that is, µ0 ≤ µ1 ≤ µ2 ≤ .... A common approach in Noisy
Introspection is to assume that the sequence of beliefs PN forN ∈ {0, 1, 2, ...}
is formed using a logit function

PNµN
(qi) =

exp{EP (N+1)Π(qi)/µN}
∑

i exp{EP (N+1)Π(qi)/µN}
(4)

In equation (4) the probability of choice qi is represented by the zero-th
order belief vector P0 and the N-th order belief by the vector PN . This
logit best response function can be used to iteratively construct higher order
beliefs starting from any prior. As mentioned earlier and following Goeree
and Holt (2004) it is natural to assume that beliefs become more imprecise
with higher orders. Actually, in order to have a parsimonious specification
depending only on two parameters, it is standard to assume that µi = tiµ0

with t > 1. Notice that for a given µ0, if t = 1 the NI choice vector P0(qi) is
equivalent to the QRE vector P ∗(qi) with parameter µ = µ0.

2.4. Cognitive Hierarchy

The last model we consider is Cognitive Hierarchy of Camerer et al.
(2004). In this model a Level-0 player chooses randomly on an interval.
A Level-1 player thinks the other player is L-0 and maximizes expected pay-
offs given that belief. However, unlike a standard Level-k model, beliefs for
a L-k with k > 1 about the level of the other player are not degenerate.
For example, a Level-2 player might believe that she is facing a L-0 with
probability 0.4 and a L-1 with probability 0.6. The attractive feature of this
model is that it can represent those beliefs with a single parameter τ . More
precisely, a L-k player believes that she is facing a L− j, j < k with proba-
bility f(j|τ)

∑j

l=0 f(l|τ)
where f(j|τ) is the probability density function of the Poisson

distribution with parameter τ . Thus, given τ , the beliefs of a Level-k player
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can be constructed iteratively starting from the probability choice vector of
a level zero player P0(q), then computing the vector of a L-k with

Pk(qi) =

k−1
∑

m=0

f(m|τ)
∑k−1

l=0 f(l|τ)
Pm(qi) (5)

One characteristic of this model is that the vector Pk(q) converges as
k increases, describing the intuitive property that the marginal benefit of
thinking harder is decreasing. Given those beliefs, a L-k player chooses a
quantity to maximize expected profits. Here, like in QRE, we will assume
that choices generating higher expected payoffs will be chosen with higher
probability using the logit specification used in equation (1).

3. Statistical Analysis

In this section we estimate the four models of bounded rationality using
data from Bosch-Domenech and Vriend (2003). They performed an experi-
ment with several treatments at Universitat Pompeu Fabra where subjects
with no prior knowledge of game theory were paired randomly and competed
20 rounds receiving feedback about the choice of rivals. The three treatments
differed in the information provided to the students and the time allowed to
make a decision. In the Easy treatment subjects were given a profit table
summarizing all the information about demand and costs with no time limit
to think. In the Hard treatment subjects were given the relationship be-
tween prices and aggregate quantities and also costs and quantities, in this
case they had to choose the quantity within one minute. In the Hardest
treatment subjects also had one minute to choose but in this case they only
knew that prices and quantities were related. However, subjects could re-
construct the linear demand from the observed quantities and profits. Since
we are interested in initial choices (before subjects learn) we consider choices
from the first two rounds of the Easy and Hard treatments and the second
and third rounds of the Hardest, which account for 108 observations.4 In
their experiment the parameters of the model were a = 414, b = 4, c = 174
and fixed cost −266, fixed costs were negative to increase the likelihood of
obtaining positive profits. Players were constrained to choose integer values

4In the Appendix we estimate the four models using subsets of the data to check the
robustness of our main results.
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in the interval [8, 32]. Notice that given those parameter values the Nash
Equilibrium choice is 20 units, the collusive profit maximizing quantity is 15
units and the competitive equilibrium 30 units.

As is standard in the literature (Bosch-Domenech et al., 2010; Stahl and
Wilson, 1995) we use a finite mixture to estimate the Level-k model. It
is common to assume that Level-0 players choose uniformly in an interval,
which according to the parameterization used in the experiment would be [0,
60] with a mean of 30. However, since subjects were constrained to choose in
a non-centered subset of that interval ([8,32] with mean 20) we use a different
specification for this type of subjects. In particular we will describe Level-
0 choices as following a normal distribution with mean 30 and variance to
be estimated. Notice that the choice of distribution for a L-0 player does
not affect results as long as the mean is 30 since expected profits for a L-1
player depend only on the mean. However, for those readers concerned that
the choice of the normal distribution might be driving our results we have
also estimated the Level-k model using a uniform distribution. Results are
provided in the appendix where both the mixing proportions and maximized
log-likelihood are very close to the normal distribution case, still providing a
much better fit than the competing models in terms of BIC.

The probability for individual i of choosing quantity qi is given by

f(qi;α) = π0f0(qi; 30, σ0) + π1f1(qi; 15, σ1) + π2f2(qi; 23, σ1)

+ π∞f∞(qi; 20, σ1) (6)

Given the parameters in Bosch-Domenech and Vriend the choices of a
Level-1 subject would be 15, a Level-2 would choose 22.5 and a Level-∞
would choose 20. Since players were allowed only integer values we have
decided to model the Level-2 choice centered around 23 to increase the sep-
aration with Level-∞. In equation (6), the functions fk, k ∈ {0, 1, 2,∞}
are the probability densities of truncated normals on [8,32]. The mixing pro-
portions are given by πk with

∑

k πk = 1, σ0 the standard deviation of the
Level-0 component and σ1 the standard deviations common to all non-Level-
0 components. We have decided to estimate one standard deviation for the
three positive levels since this more parsimonious model fit better in terms
of BIC than one with different standard deviations.5 The Quantal Response

5Details will be provided by the author upon request.
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Figure 1: Equilibrium Probability vector for different values of µ.

Equilibrium model provides the probability vector of choices given the sen-
sitivity parameter µ. Therefore, the likelihood is f(qi;α) = P ∗(qi, α = µ).
In order to show how P ∗ depends on µ we computed the probability vector
for parameter values a = 464, b = 4, c = 174 used in the experiment and
µ ∈ {100, 400, 1000}. Figure 1 shows the shape of the equilibrium vector P ∗

for the three different values of µ. As µ decreases the distribution becomes
less spread around the NE quantity of 20, and in the limit, the distribution
becomes degenerate around that value.

The Noisy Introspection model also provides the probability vector of
choices (the zeroth-order belief) given the parameters µ0 and t > 1 with
likelihood f(qi;α) = P0(qi, α = (µ0, t)). Like in the case of the QRE it is
not possible to obtain a closed-form solution to the probability vector. Thus
in order to show how choices depend on µ0 and t we numerically solve for
P0 using the experimental parameterization starting the iteration from a
uniform 50th order belief.6 Figure 2 shows the choice vector for different
combinations of the parameters t and µ0. We can see from the figures that
for a fixed µ0, a larger t makes the quantities more spread around the NE
value of 20. Alternatively, for a fixed t, a larger value of µ0 also produces the
same effect around the Nash Equilibrium, describing the intuitive property
that more imprecise beliefs will lead to more imprecise choices.

6Convergence is indeed achieved from this order.
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Figure 2: Left: Choice probability as a function of t for a fixed µ0. Right: Choice
probability as a function of µ0 for a fixed t.

Finally, the CH model will be estimated using a mixture model with 4
levels (from L-0 to L-3).7

f(qi;α) = π0(τ)P0(qi; 30, σ) + π1(τ)P1(qi; τ, λ)

+ π2(τ)P2(qi; τ, λ) + π3(τ)P3(qi; τ, λ) (7)

with the mixing proportions πi(τ) =
f(i|τ)

∑3
l=0 f(l|τ)

and
∑3

i=0 πi(τ) = 1. Like

in the Level-k model, and for the same reason, we will assume that a L-0
chooses randomly between 8 and 32 following a truncated normal distribution
with mean 30 and standard deviation to be estimated. In this model, unlike
Level-k, the beliefs of higher levels are iteratively derived using equation
(5) starting from the lowest level, thus the sum of the probabilities of each
action must add up to 1 for L-0. To do so we discretized the truncated normal
distribution with 25 equally spaced values from 8 to 32. Figure 3 shows how
the probability vector changes for µ = 65 and σ = 7 and different values of
τ . As τ increases the importance of L-0 players in the mixture decreases,
thus shifting the density towards choices in the 15-20 range.

We want to choose a parameter vector α to maximize the log-likelihood
of the actual choices

7Only 4 levels are used since the choice probability vector of higher levels is very similar
to P3(q).

10



5 10 15 20 25 30 35
0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

 q

  P
(q

)

 

 

  τ = 0.3

  τ = 0.5

  τ = 0.7

Figure 3: CH probability vector for different values of τ .

LL(α) =
108
∑

i=1

log f(qi;α). (8)

The Level-k model was estimated using the Expectation Maximization
algorithm of Dempster et al. (1977). It is well known that a mixture of
normals can have very large maxima (or may fail to converge at all) for
a small nonzero standard deviation if at least one observation equals the
component mean. Since in our data we have such observations we must
be careful to detect those spurious maximizers. One way to deal with this
problem, see McLachlan and Peel (2000) Section 3.10, is to use a stochastic
EM algorithm, in which for example 100 random starting points are generated
and standard deviations are monitored during the iterative process, in order
to detect those cases where at least one becomes singular. The idea is to
make sure the model is fitting an underlying group structure and not a small
localized random pattern in the data.

The QRE, NI and CH likelihoods were maximized using the Nelder-Mead
algorithm with many different starting values to ensure the global maximum
was found. Maximum likelihood estimates are given in Table 1. Standard
errors and 95% confidence intervals were computed using the parametric
bootstrap procedure of Efron (1982). 2000 random samples from the original
data were generated and all models estimated each time. Then the estimates
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Parameter Estimate Standard Error Conf. Int. (95%)

Level-k
π0 0.685 0.052 [0.558 ,0.763 ]
π1 0.132 0.035 [0.071,.212]
π2 0.0 0.0118 [0,0.033]
π∞ 0.183 0.042 [0.117,0.283]
σ0 16.48 16.8 [10.97,99]
σ1 0.285 0.121 [0.13,0.39]

QRE
µ 596.96 661.11 [306, 3422.7]

CH
τ 0.524 0.158 [0.296,0.909]
µ 63.24 14.28 [40.58,93.95]
σ 18.89 8.03 [10.96,44.27]

Table 1: Results of maximum likelihood estimation

Model Parameters Log-Likelihood BIC
Level-k 5 -298.92 621.25
QRE 1 -343.17 691.02
NI 2 -343.17 695.7
CH 3 -334.26 682.57

Table 2: Maximized log-likelihood and BIC

were ordered from lowest to highest and the 50th and 1950th places were
reported to construct the intervals.

The results for the NI model are not provided since this model does not
have a unique maximizer. Actually, there is a continuum of global maximiz-
ers that can be found providing different initial values to the maximization
procedure. Interestingly the maximized value of the log-likelihood is the same
in the QRE and NI model, both with the original data and with the subsets
analyzed in the appendix. In order to select the model that best fits data we
use the BIC as our criterion. The BIC is defined as −2L + k log(N) where
L is the maximized log-likelihood, k the number of parameters and N = 108
the number of observations. Table 2 provides the maximized log-likelihood
and BIC of each model.
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The best fit according to the BIC is the Level-k model, followed by CH,
QRE and finally NI. The estimated model has 68.5% of players classified
as L-0, 13.2 % as L-1 and 18.3% as L-∞ while no players are classified as
L-2. This is due to the fact that there was a considerable number of subjects
choosing quantities around 30 and 10. While choices around 30 may be justi-
fied as a desire to punish the rival (for example for choosing a large quantity
in the previous round), by looking at the data we see that in only three
markets (two in the Hard and one in the Hardest treatments) that behavior
was observed. For example in market 4 (Hard treatment between subjects
4 and 13) subjects chose 15 and 32 respectively in the first round. In the
second round the choices were 30 and 32 respectively. It seems that subject
4 became more interested in punishing his or her rival than in maximizing
own profits. However, only three subjects showed this kind of behavior dur-
ing the rounds we analyzed, therefore we can be more confident that high
choices (and also very low ones) can be attributed to random behavior. It is
interesting to compare the estimated parameters in this paper to the values
found in other games. For example, in Bosch-Domenech et al. (2002) the esti-
mated proportions of levels in the lab experiment, with similar experimental
conditions like in the Cournot case, is approximately 34%, 38%, 18%, 10%
and 0% for L-0, L-1, L-2, L-3 and L-∞. In Crawford and Iriberri (2007) the
proportions vary depending on the games analyzed but the general pattern
emerging from their estimation is that most players are L-1 (and almost no
L-0). Capra et al. (1999) estimated the QRE parameter µ = 8.3, notice that
our estimate is three orders of magnitude higher than theirs. We expected a
larger value of µ compared to other games given the number of choices far
from the Nash Equilibrium but we were surprised by how large the difference
is. Finally, Camerer et al. (2004) estimated the CH τ parameter for different
Beauty Contest games and found a relatively regular pattern. They conclude
that a value of 1.5 provides a good approximation to predict behavior in new
games. In this case, our estimate of τ is 0.52, which is not surprising given
the number of choices close to 30 (the choice of L-0).

Figure 4 shows the histogram of initial choices and the estimated Level-k
mixture model, where we can see how well the model tracks the data.

4. Conclusion

In this paper we have estimated four models of bounded rationality using
data from a Cournot duopoly experiment in Bosch-Domenech and Vriend
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Figure 4: Histogram of initial choices and Level-k estimated mixture

(2003). More specifically, since the focus of the paper was in estimating
those models before learning takes place we have analyzed initial responses:
the first two rounds in both the Easy and Hard treatments (where subjects
were given a table with profits for each possible combination of quantities
and the functional forms respectively) and the second and third rounds in the
Hardest treatment (where subjects could infer the functional form after the
first round). We have found that the Level-k model with 4 levels described
by a mixture of truncated normal distributions provides the best fit by a
considerable margin both in terms of log-likelihood and BIC. The estimated
Level-k model has 68.5% of players classified as L-0, 13.2 % as L-1 and 18.3%
as L-∞ while no players are classified as L-2. The second model in terms of
BIC is CH, followed by QRE and finally by NI, this last one with the same
log-likelihood as QRE with one extra parameter. This last result is surprising
for we initially hypothesized that the QRE, by being an equilibrium concept,
would be the worst model in terms of BIC, however it turned out to be
superior than NI.

A priori there is a model with three types who could be a good can-
didate to explain choices in this particular experiment. We could call this
model Collusive/Nash consisting of players who choose randomly without
best responding to any belief (equivalent to Level-0), players who want to
maximize joint profits (corresponding to L-1 in the Level-k model) and Nash
Equilibrium players (equivalent to Level-∞). However, this model would
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Subset 1 (N = 72) Subset 2 (N = 54)
Model Log-Likelihood BIC Log-Likelihood BIC
Level-k -201.54 424.5 -150.58 321.1
QRE -228.55 461.4 -172.35 348.6
NI -228.55 465.7 -172.35 352.6
CH -223.43 459.7 -167.8 347.5

π0 0.644 0.686
π1 0.176 0.148
π2 0.003 0
π∞ 0.177 0.165
σ0 25.03 26.85
σ1 0.389 0.285

Table A.3: Top: Log-likelihood and BIC for two subsets of the original data. Bottom:
Estimates of Level-k models for both subsets.

be indistinguishable from the estimated Level-k model. Therefore, for fu-
ture research it is worth exploring the equivalence between an iterative best
response model and a mixture of Random, Collusive and Nash players to
explain first choices in other Cournot experiments.
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Appendix A. Robustness test

This appendix reports the maximized log-likelihood and BIC of the four
models for two different subsets of the original data to test the robustness of
our findings. There is the possibility in the Hardest treatment that subjects,
who do not know the specific functional form describing the relationship be-
tween price and quantity, might take longer than one period to figure it out.
In order to explore this possibility the first subset removes this traetment and
includes only data from the first two rounds of the Easy and Hard treatments
for a total of 72 observations. Additionally, there exists the possibility that
subjects try to imitate the choice of opponents or that they punish them
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(for example choosing a large quantity when the other player chose a large
quantity in the previous period). To analyze it we created a second subset
including the first round of the Easy and Hard treatment, and the second
round of the Hardest treatment for a total of 54 observations. Table A.3 re-
ports the maximized log-likelihood and BIC for all models in the two subsets
of the original data and the estimates of the Level-k models. The Level-k
model still provides the best fit. Also the results we obtained originally are
robust, notice how close the proportions and standard deviations, especially
for the positive levels, are compared to the original specification.

As mentioned earlier, the use of a uniform prior for the Level-0 players
affects the results minimally. In this model we find the mixing proportions
0.68, 0.129, 0.185 for L-0, L-1 and L-∞ respectively. The standard deviation
of the Level-∞ is σ = 0.285. The maximized log-likelihood is LL = −304.18
with BIC = 627.09, still a much better fit than the other models considered
in the paper.
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